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Optical Flow Estimation 

 Optical flow is used to describe the apparent motion of objects from an observer's point of view. 

Note that this does not necessarily indicate that the object is moving - the light source may move or the 

observer may be moving relative to the object.  

 We used the Horn-Schunck method to compute the optical flow between two images or frames 

in a movie. Note that the implementation is based on and modified from the HS demo code found at 

http://www.mathworks.com/matlabcentral/fileexchange/22756-horn-schunck-optical-flow-method.  

  The Horn-Schunk method is accomplished by reading in 2 images that contain minor differences 

(i.e. there is a motion of one or more objects). Both images are then smoothed using a Gaussian filter. 

From Horn and Schunck's paper, we compute the partial derivatives of each image with respect to x, y, 

and t (represented as k). These partial derivatives are estimated via 
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We find the neighboring cell averages (��, �̅) of all other pixel values by convolving both images with the 

kernel 
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These averages are then used to find the motion vectors (u,v) in the iterative process (each iteration is 

denoted by k): 
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For our purposes, we iterate the through the process 100 times. The motion vectors u, v are each a 

matrix describing the motion of each pixel in the x (u) and y (v) direction. Figure 1 depicts two images 

with a quiver plot on top of the first image describing the flow of the motion from image 1 to image 2. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

Figure 1 - Motion Flow Vectors 



 

 

Motion Detection 

 Using the Horn-Schunck method described, we can create a system that detects motion in 

captured movies. This involves extracting all of the frames from a given movie clip. Between every two 

frames, we calculate the motion vectors u and v. The magnitude of the motion vectors are calculated 

and stored into its own frame, v_length. On its own, the set of all v_length frames create a movie 

depicting the magnitude of motion in the original movie. 

 For our purposes, we can cycle through all the v_length frames looking for areas of high motion, 

which is given by any element in a v_length frame surpassing a desired threshold. It should be noted 

that too low of a threshold results in the motion detector picking up minor variances in lighting change, 

which marks every frame as a "high motion." 

 Any frame which contains high motion is then saved into another movie, creating a separate 

movie clip that contains a subset of the original frames. This movie only shows frames with motion of 

desired intensity.  

 Figure 2 depicts two frames from the "Person fall down immobile" movie found at 

http://homepages.inf.ed.ac.uk/rbf/CAVIARDATA1/. Notice that the hands/feet are highlighted in red as 

being areas of "high motion." 

 

  

Figure 2 - High Motion Areas from "Person fall down" 

 

 Figure 3 depicts two frames from the "Two people meet, fight, and run away" video found on 

the same CAVIAR test site with areas of high motion highlighted in red. 

 



Figure 3 - High Motion Areas from "Two people meet, fight, and run away" 

 

 Frames marked as "high motion" have been extracted from the falling video and created into a 

separate movie called "motion_fall.mpg." This denotes a much shorter version, only highlighting areas 

of high motion. 

 Motion extraction can be extremely useful in situations where operators are watching live feeds 

or pre-recorded samples from a security camera. The high motion areas can be used to highlight an area 

that requires attention, such as a fight, someone falling down, people running, etc. In a relaxed 

environment such as a mall, areas of high motion would be interesting to security guards as potential 

emergency situations. 

 The ability to extract particular frames of high motion is intended for someone watching a pre-

recorded video where little motion is expected for most of the video, such as a security camera video 

with 24 hours of tape and only 5 minutes of activity. The operator reviewing the tape would likely be 

interested in only the 5 minutes of activity.  

 The MATLAB code to find areas of "high motion" and extract such frames are attached with this 

report. 


